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Abstract. As technology reaches nanoscale order, interconnection sys-
tems account for the largest part of power consumption in Systems-on-
Chip. Hence, an early and sufficiently accurate power estimation tech-
nique is needed for making the right design decisions.
In this paper we present a method for system-level power estimation of
interconnection fabrics in Systems-on-Chip. Estimations with simple av-
erage assumptions regarding the data stream are compared against esti-
mations considering bit level statistics in order to include low level effects
like activity factors and crosstalk capacitances. By examining different
data patterns and traces of a video decoding system as a realistic exam-
ple, we found that the data dependent effects are not negligible influences
on power consumption in the interconnection system of nanoscale chips.
Due to the use of statistical data there is no degradation of simulation
speed in our approach.

1 Introduction

Lowering the power consumption of microsystems is one of the main topics in
chip design and technology development. Not only due to the demand of energy
saving and extended run times of mobile devices but also to avoid problems
concerning cooling and reliability, this challenge has to be tackled.

Shrinking and further enhancements regarding technology structures are es-
pecially lowering the dynamic power consumption and the size of transistors. As
logic devices are getting less and less energy dissipative and smaller, the inte-
gration density is raised. Therefore, more interconnects between these elements
are needed. The power consumption of the wires mainly remains on a certain
level because they cannot be made smaller and need to be at a low distance to
each other raising the capacitances even under the use of ultra low-k materials.
The share of energy consumed in the interconnection system increases compared
to the overall energy dissipation. In the Intel 80-core e. g. the communication
system is responsible for over 28 % of the overall power budget [1]. Hence, the
importance of energy consumed in the interconnection system of microchips is
getting bigger.
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During the design process power consumption has to be estimated in every
design step to be sure to meet the constraints of every part of the system as
well as the whole system. The early phases of architectural, algorithmic and
system design are very important parts of the whole process. Precise high level
power estimation is leading to better designs, as the high level design changes
are known to have more significant effects than enhancements at lower levels.

At early design stages wire-mappings and cycle-accurate behavior mostly
are not known, making system level power estimations difficult. We tackle this
problem with a mixture of well accepted assumptions regarding technology pa-
rameters and statistical information that represents the characteristics of the
data transmitted on-chip. For this matter, different data patterns are evaluated
to get significant statistics of transition probabilities and crosstalk effects. The
resulting statistical data is provided to a power model. This mixture of high
level information and low level assumptions will facilitate more accurate power
estimation than just relying on high level design information.

In the following section this paper is related to the state of the art. Then the
used power model is described. Our simulations are explained and the results
are discussed before the paper is ended by a short conclusion.

2 Related Work

System level power estimation is already recognized as an important aspect in
the field of chip design and system simulation. For design space exploration of
Networks-on-Chip (NoCs) Kahng et al. give a high level power model of routers
and links called Orion 2.0 [2]. This work is based on the Predictive Technology
Model (PTM) [3] and calculations of capacitances by Wang et al. [4].

The inclusion of low level power models in system level NoC simulation is part
of the work of Xi et al. [5]. Transition activity was included in their simulation
framework, which is crucial for the correct treatment when transition encoding is
utilized [6–9]. Nevertheless, no crosstalk effects were included in their simulation
framework. This could be fatal as influences of coupling capacitances on on-chip
buses are not negligible. Sotiriadis et al. derived a new low level bus model to
take such deep submicron effects into account [10].

There is many work on so called crosstalk avoidance codes [11–14] and even
the combination of transition and crosstalk avoidance [15] that would bene-
fit from a system level power estimation technique respecting actual transition
counts and cross coupling effects.

Using signal statistics to estimate transition activity and even crosstalk [16]
is considered to claim many resources during simulation. In [17] the utilization
of word level statistics was proposed to be a solution. In this paper we will
show, that even bit level statistics are suitable to enhance the high level power
estimations of on-chip interconnects at no simulation performance costs.



3 Modeling of Dynamic Power Dissipation on Links

The power consumed by communicating links can be divided in static and dy-
namic dissipation. Here we want to concentrate on the dynamic power dissipation
because the static part is not influenced by the transmitted data. The well known
formula

Pdyn =
1

2
· a · f · V 2 · C (1)

where a is the transition probability, f the frequency, V the operating voltage
and C the switched load capacitance, represents the dynamic power model of
every logic element in CMOS systems. In the case of wires, energy consumption
originates from charging ground and cross coupling capacitances. In general, ca-
pacitances to the ground and top plates are constant. The coupling capacitances
are created by the left and right neighbors of a wire, which are parallel wires
building a bus in most cases. The signal changes on those neighboring wires
affect the effective capacitance seen by the driver through capacitive coupling.
This can be considered a special case of the Miller Effect.

The calculation of the effective capacitance is a combination of ground and
coupling capacitance:

Ceff = Cg + σ · Cc (2)

Where σ in this combination depends on switching directions of the right and
left neighbor of the wire and is called the Miller Coupling Factor (MCF). There
are different possible combinations which can raise but also lower the value of the
effective capacitance compared to a static MCF, which is 2 on average (Tab. 1).

The MCF can be calculated using the following equation, where vfi is one when
the final value of the voltage on the i-th line is high and zero if it is low. vii stands
for the initial value of that line.

σ = [−1, 2,−1] ·

vfi−1 − vii−1

vfi − vii
vfi+1 − vii+1

 (3)

The resulting dynamic power consumption can be calculated with the result-
ing Eq. (4), where V is the initial or final voltage.

Pdyn = a · f · V f
i · [−λ, 1 + 2λ,−λ] ·

V f
i−1 − V i

i−1

V f
i − V i

i

V f
i+1 − V i

i+1

 · Cg (4)

Similar to the Predictive Technology Model (PTM) [3] and Orion 2.0 [2], we
are using the models of Wong et al. [4] to calculate the technology dependent
values of ground and coupling capacitances. Together with the gathered MCF
these values are used for dynamic power calculation. In Addition, a component
of static power is added to include leakage like it is done in Orion 2.0.



Table 1. Possible Miller Coupling Factors of a wire (i) switching from 0 to 1

H
HHHHi+1

i-1
0 � 0 0 � 1 1 � 0 1 � 1

0 � 0 2 1 3 2
0 � 1 1 0 2 1
1 � 0 3 2 4 3
1 � 1 2 1 3 2

4 Bit Level Statistics

To get the most exact values for effective coupling capacitances and transition
counts, it is necessary to evaluate every bit that traverses the data bus in the
system and analyze its correlation to the previous bit of this position. This is
possible for all signals in gate level simulations, because all signals are known
and their probable mapping to wires can be estimated. Even at system level
this is possible for links connecting main modules (e. g. a bus in SoCs or the
interconnection network in NoCs), if a few assumptions concerning bus mappings
are made.

The evaluation of every bit transmitted through the communication system
takes time during the simulation process. This may reverse speed gain achieved
through high level abstractions if done during system level simulations. However,
we propose to use signal statistics to account for transition activity and crosstalk
effects on links. The necessary signal statistics can be obtained from a sample of
data characterizing traffic on the actual link before the system simulation starts.

The time required to create offline statistics depends on the evaluated system
and signal parameters but usually should be much lower than the time that is
taken to process the whole real data stream. The acquisition of those signal
data can be achieved by deploying cycle accurate system models or architectural
models and exploiting knowledge of algorithms used in the system modules. It
has to be known if the data is mostly random like compressed data or if there
are inter-word correlations that are often found in uncompressed data. Of course
signal traces of lower level models could be used as well, if they are available.

In our experiments we generally used two ways to gather the bit level statis-
tics of the data. In the first method stream based evaluation software is used
to examine the characteristics of general data. At first, the incoming data from
a file is divided into chunks corresponding to the expected word width on the
later bus structure. Then transitions between two successive words are counted
and the MCF is calculated for every bit position in the data word in order to
consider crosstalk. In the middle of the bus the needed energy is affected by two
aggressors, while the victim lines at the fringes have only one aggressor (Fig. 1).
If the stream comes to an end, the arithmetic average of transitions and MCFs
of all bit positions are determined.



The second method is based on the interpretation of signal traces in Value
Change Dump (VCD) format. A gate level simulation of a hardware design is
used to generate the trace files. Our software extracts the interesting signals
out of the signal dump. That would be the signals that will run between main
modules and are possible candidates for relatively long wires i. e. claiming high
capacitances in the data bus. These signals are analyzed as it is done in the
stream based evaluation.

In our simulations we used the first method for general investigations of bit
level statistics of common data. The Second approach was used to evaluate our
estimation technique for an implemented SoC.
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Fig. 1. Crosstalk estimation in two successive cycles at fringes and in the middle of a
bus [16]

5 Simulation Results

To estimate the accuracy gain concerning power estimation with bit level statis-
tics, different types of data were analyzed by our stream based program. As
representatives for compressed data JPEG- and H.264 compressed image and
video files as well as MPEG-Layer 3 encoded audio files were used. As a group
of uncompressed data decoded image, audio, video and text files were used. A
more practical data stream with a mixture of compressed and uncompressed
data is represented by a network stream while browsing a webpage. Character-
istic content of such a stream dump are uncompressed packet headers and a
compressed HTML-text plus a few compressed graphics files. For comparison,
we included a data pattern that maximizes crosstalk and transition probability
to 100 % representing the worst case of data patterns.



To get indications for the applicability of using bit level statistics, the model
of an application was investigated. The H.264 decoder [18] was simulated at reg-
ister transfer level to extract signal dumps of the global connections of functional
blocks like memories, entropy decoder, prediction unit etc. Those trace dumps
were analyzed to extract the bit level signal statistics.

5.1 Simulation Accuracy

Traditional data independent power estimation considers a transition probability
of 50 %. In Fig. 2 the results of our system level power estimation compared to a
traditional one are shown. In addition, we determined the estimated power values
with the actual gathered transition probability without calculating crosstalk
effects to rule out the influence of the MCF.

As expected, the highly compressed data mostly consists of uncorrelated
patterns. This corresponds to random data. The resulting power estimation with
consideration of bit level statistics differs hardly from the traditional approach
of assuming 50 % transition probability. This applies for random data as well as
compressed images (JPEG), videos (H.264) and audio (MP3). The estimation
error in respect to the most accurate method of using the real transition count
and the crosstalk calculation shows relatively low values of up to 7.1 % (Tab. 2).

The most accurate calculation with respecting the crosstalk capacitances
including the MCF shows a little bit lower power values even in the case of
completely random data. That is because the fringe capacitances, which are
considered to be very much lower than the coupling capacitances, were included
only in this estimation mode where the deep submicron bus model was used. The
other two estimation modes only assume coupling capacitances on both sides of
the wire even at the fringes of the bus.

The uncompressed data shows higher autocorrelation. This results in lower
power values due to fewer transitions on the wires in cases of uncompressed
video as well as images (BMP), audio (WAVE) and text files. The effect is due
to the most significant bits are switched more infrequently compared to the less
significant ones. In these cases it is very important to choose the right word
width to exploit the data characteristics. This decision is mostly implied by the
application but information about this aspect can also be provided by our data
analysis software. As Fig. 3 shows, transition probability of uncompressed data
has a dependency on the used word width. The optimal width for uncompressed
image and video data is 24 bit because typically there is 3 byte of color informa-
tion per pixel in such a data structure. Our audio example consists of a 16 bit
stereo wave file and shows an optimal word width of 32 bit. The text file would
be optimally segmented in every multiple of 8 bit because ASCII encoding is
used, which utilizes 1 byte of data per character.

The highest difference between the power estimation values was reached by
uncompressed video, which consists of a scene of an animated comic in 1080p
format. The method of considering realistic transition counts and calculating
the crosstalk activity differs about 432.5 % from the estimation with a simple



assumption of 50 % transition activity. Just considering transitions and ignoring
the MCFs of crosstalk shows a deviation of only 2.2 %.

To get more realistic data patterns a SoC was examined. This hardware
design implements a H.264 decoder and is divided into functional blocks. The
signals connecting those modules are considered to be intermediate wires that are
long enough to produce high capacitances and make a remarkable contribution
to the overall energy consumption. The extracted signal statistics lead to power
estimations that are significantly lower (deviation of 84.6 %) than assuming an
average transition rate of 50 %. Therefore, the average transition rates between
the main modules of the SoC are more in the regions of uncompressed data than
being similar to the compressed data. This leads to a better power estimation
when using real signal statistics.

As simulation results show, the accuracy of the system level power estimation
is raised by our approach of using signal statistics to predict transition proba-
bility. By doing so, the error of up to 432.5 % in simulations using a general
assumption of 50 % transition probability is avoided. The amount of such esti-
mation errors depends on the data itself and is higher the less compressed the
data is. As our worst case data sample shows, the simple estimation could be
too low by about 64.9 % in cases of practical data it is consistently too high.
Crosstalk effects are not that much important to the power estimation as can
be seen by the little deviations of the method using real transition counts with-
out the application of crosstalk estimation. That is because the average MCF is
mostly met by the data characteristics.

Table 2. Relative deviation of energy estimation techniques related to the method of
considering real transition rate and crosstalk

method using real tr. rate 50 % tr. rate

worst case 0,313 0,649
random 0,026 0,027

JPEG 0,007 0,022
H.264 0,028 0,043
MP3 0,013 0,071

web surfing 0,032 0,187
text (ASCII) 0,052 0,520

BMP 0,016 1,266
video unenc. 0,022 4,325

WAVE 0,021 0,422
H.264 decoder SoC 0,059 0,846
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Fig. 2. Estimated average energy for transmitting one bit on an intermediate wire of
200 µm length (single spaced) in 65 nm technology for different data files evaluated by
3 different estimation techniques
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5.2 Simulation Performance

The method of using signal statistics reduces to calculating the power equation
during simulation. In this step the general time complexity of the simulation
is not affected, so there is no speed penalty and system level power estimation
finishes in parts of a second.

The statistical data of possible signals must be gathered prior to the simula-
tion. This step takes time and depends on the method of statistics acquisition.
In our experiment with general data files the data stream analysis lasts up to 5
seconds when processing up to 100 MB on an Intel Core2Duo workstation PC.
It has to be mentioned that we did not optimize for runtime, as we assume to
gather the statistics offline and then simulate high level models with few design
possibilities in seconds.

6 Conclusion

In this paper we showed how wrong system level power estimation could be if not
aware of the data that will pass the interconnection system between the main
modules. Our proposed technique takes bit level statistical data of a possible
data stream in the system and makes it available to commonly accepted low
level power models of interconnection links. By using this approach the actual
transition activity of the interconnections and low level phenomena like cross
coupling effects can be considered. It turns out that, if mainly uncompressed data
is transmitted between the system components, the deviations between the power
estimations are not negligible. In consequence, the consideration of bit level
statistics promises to facilitate more accurate estimations. As the investigation
on a realistic system showed, our technique was by 84.6 % more correct then if
a general transition activity of 50 % would be assumed.

The crosstalk feature of our power estimation technique showed no mention-
able effects when realistic data was used. The difference to the method consider-
ing real transition activities was 6.5 %. As we plan to integrate this work into a
bigger simulation kit with different link level encoding features to exploit tran-
sition and crosstalk avoidance codes, the feature of cross coupling estimation is
going to be essential for correct power estimations.
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